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Four Papers, One Research Programme

Optimal experiment design
ICML 2022 Outstanding Paper Runner-Up JMLR 2025

Graphical characterization and algorithms for
minimum-cost experiments.
with Jalal Etesami and Negar Kiyavash

Sharp analytical causal bounds
UAI 2026 Best Paper Award

Sharp IV bounds, fundamental complexity, and an
output-optimal construction.
with Arefe Boushehrian, Mohammad Reza Badri, and Negar Kiyavash

Fast proxy experiment design
NeurIPS 2024
SAT/ILP reformulations and a polynomial-time
generalized-adjustment surrogate.
with Sepehr Elahi, Jalal Etesami, Negar Kiyavash, and Patrick Thiran

Causal bounds with neural generative models
New work
Differentiable neural causal models and extrapolation
for accurate causal bounds.
with Max Zhu, Srivathsan Amruth, and Qingyuan Zhao
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Motivation



An AI Support Assistant Under Time Pressure
Helping clients troubleshoot software and devices

client request

AI assistant

manual tool

answer to client

tool call

page or blank

Conditioning on the client request

Z X Y

tool
called

correct page
arrives

correct
answer

Z ↔ X congestion / time pressure
Z ↔ Y model uncertainty

Expensive ideal experiment
Guarantee the correct manual page.

Cheap proxy experiment
Randomly force or disable the tool call.

Stylized AI application of Bareinboim and Pearl (2012); adaptive retrieval motivation from Ni et al. (2024).
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Identification Determines What to Optimize

available data point identified?

estimate

can an affordable proxy
experiment point identify?

collect proxy-experiment data

partial identification

future: design an experiment
for the narrowest bounds

no

yes yes

no
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Technical Setup



Counterfactual Targets and Experimental Data

Let G = (V,E→, E↔) be an ADMG:
u → v is a causal edge and u ↔ v

represents latent confounding.

X M Y

For an intervention A = a and outcome
vector B,

Pa(b) := P (B(a) = b) .

The target is Px(y) = P (Y (x) = y).

Available information
PA denotes the full experimental kernel generated
by intervening on A.

{PA : A ∈ A}

with P∅ = P (V ).

Identification
Px(y) is identified if it has the same value in every
causal model compatible with G and the available
information.
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Minimum-Cost Intervention Design

Assign each variable an intervention cost C(v) ∈ [0,↔]; C(v) = ↔ rules out intervention on v.

Design problem

min
A

∑

A∈A

∑

v∈A

C(v) s.t. Px(y) is identified from {PA : A ∈ A}.

Akbari, Etesami and Kiyavash, JMLR 2025.
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Reduce the Target to Its Relevant Ancestors

X

A

B

Y

C

R

R = {A,B, Y } R̄ = {X,C}

Remove X, then retain every remaining
ancestor of Y :

R = AnG[V \X](Y ), R̄ = V \R.

The corresponding canonical kernel is

Q[R](r | vR̄) := PvR̄(r).

Identifying Px(y) reduces to identifying Q[R]

and then marginalizing.

Target reduction: Shpitser and Pearl (2006); Jaber et al. (2019); Lee et al. (2020); Kivva et al. (2022).
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Districts Localize the Identification Problem

A district is a maximal set of vertices connected by bidirected paths. Let

R = S1 ∪̇ · · · ∪̇ Sr

be the districts of the canonical target graph G[R].

a b

c d

S1

S2

Q-decomposition
The canonical kernel factorizes district by district:

Q[R] =
r∏

!=1

Q[S!].

Thus Q[R] is identified iff every Q[S!] is.

Q-decomposition: Tian and Pearl, UAI 2002.
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Optimal Experiment Design



Where We Are: Designing Proxy Experiments

available data point identified?

estimate

can an affordable proxy
experiment point identify?

collect proxy-experiment data

partial identification

future: design an experiment
for the narrowest bounds

no

yes yes

no

Design question

Which affordable interventions make the target point identified?
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A Hedge Is a Graphical Obstruction

a b

s

F = {a, b, s}
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The Design Problem, in Graphical Terms

Minimum-cost intervention design

min
A

∑

A∈A

∑

v∈A

C(v) s.t. no hedge for Q[S] remains under A .

Hedge criterion: Shpitser and Pearl (2006); design formulation: Akbari, Etesami and Kiyavash (2022, 2025).

Sina Akbari Designing the Right Experiments
11/31



How Experiments Remove Graphical Obstructions

Two hedges may overlap, so one intervention can sometimes break several obstructions at once.

No experiment
a b c

s

F1 F2

Two overlapping obstructions:
F1 = {a, b, s} and F2 = {b, c, s}.

Intervene on a

a b c

s

×

F2

F1 is broken, but F2 remains.

Intervene on a and c
a b c

s

× ×

No hedge remains: the red edge
alone is not a complete obstruction.

Experiment-design question
We could intervene on a and c separately—or break both obstructions at once by intervening on
their shared variable b. Which choice is cheaper?

Hedge criterion: Shpitser and Pearl (2006); intervention-design form: Akbari, Etesami and Kiyavash (2022, 2025).
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Hitting Set: Break Every Obstruction at Minimum Cost

Each hedge contributes a set of variables that can break it. A valid design must touch every set.

graphical obstructions candidate interventions

F1 \ S = {a, b}

F2 \ S = {b, c}

a

b

c

C(a) = 2

C(b) = 1

C(c) = 2

choose a and c

total cost 4 vs. choose shared variable b

total cost 1

Akbari, Etesami and Kiyavash, ICML 2022; JMLR 2025.
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The Combinatorial Difficulty Is Fundamental

Exact computation
The optimization problem is NP-hard. Its
cost-threshold decision version is NP-complete,
even when all intervention costs are equal.

Approximation
No (1− o(1)) log |V | approximation exists under
standard complexity assumptions.

A second source of complexity
An ADMG may contain exponentially many hedges, so generating every constraint before optimization
can be prohibitive.

Akbari, Etesami and Kiyavash, JMLR 2025.
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Solve One District Without Listing All Hedges

solve weighted hitting set over
hedges discovered so far

test whether the candidate
identifies Q[S]

if not, return a surviving hedge
and add its constraint

Often only a small fraction of all hedges is
discovered (log scale).
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Fast Proxy Experiment Design



A Three-Node SAT Instance

v1

v2

v3 = s

HG(S) = {v1, v2, v3}

S = {v3}, m = 2,

ω3,j ≡ 1.

j = 1 (¬ω1,0 ∨ ω1,1 ∨ ¬ω2,1)

↔ (¬ω2,0 ∨ ω2,1 ∨ ¬ω3,1) =⇒ (¬ω2,0 ∨ ω2,1)

j = 2 (¬ω1,1 ∨ ω1,2 ∨ ¬ω2,2)

↔ (¬ω2,1 ∨ ω2,2 ∨ ¬ω1,2)

↔ (¬ω1,1 ∨ ω1,2 ∨ ¬ω3,2) =⇒ (¬ω1,1 ∨ ω1,2)

↔ (¬ω3,1 ∨ ω3,2 ∨ ¬ω1,2) =⇒ 1

j = 3 (¬ω1,2 ∨ ω1,3 ∨ ¬ω2,3)

↔ (¬ω2,2 ∨ ω2,3 ∨ ¬ω3,3) =⇒ (¬ω2,2 ∨ ω2,3)

j = 4 ¬ω1,3 ↔ ¬ω2,3
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Max-SAT Adds Costs; ILP Reuses the Same Clauses

Weighted partial Max-SAT
Keep the reachability clauses hard. Add the soft
clause ρi,0 with weight C(vi), so violating it means
paying to intervene:

min
m∑

i=1

(
1− ρi,0

)
C(vi)

subject to the hard 3-SAT clauses.

Equivalent ILP
Only after forming the logical constraints, map
each clause to an inequality; for example,

(¬p∨ q ∨¬r) #→ (1− p) + q+ (1− r) ≥ 1.
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The Reformulation Changes the Practical Scale

MHS
WPMAX-SAT

Increasing number of variables

100 random ADMGs per setting; shaded regions are 99% confidence intervals.
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A Polynomial-Time Generalized-Adjustment Surrogate

Px(y) = EPA [PA(y | x,W )] H1
H2
Gen. adj.

Cost relative to the exact SAT solution
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Partial Identification Through
Instruments



Where We Are: Point Identification Has Failed

available data point identified?

estimate

can an affordable proxy
experiment point identify?

collect proxy-experiment data

partial identification

future: design an experiment
for the narrowest bounds

no

yes yes

no
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Randomized Trials with Imperfect Adherence

Z X Y

randomized
assignment

treatment
received

health
outcome
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Sharp Bounds Are Linear Programs

Let q collect the probabilities of all latent response types. Compatibility with the observed
distribution is linear:

M↔q = p, q ≥ 0, θ = c↔q.

Primal lower bound

L(P) = min
q≥0

c"q s.t. M"q = p.

Dual representation

L(P) = max
v

v"p s.t. Mv ≤ c.

If V denotes the M -distinct dual vertices, the symbolic sharp bounds are

max
v∈V

v↔p ≤ θ ≤ −max
v∈V

v↔p̄.

Boushehrian, Badri, Akbari and Kiyavash, 2026.
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Example: Balke–Pearl Bounds for Binary Z,X, Y

Let pyx,z = P (Y = y,X = x | Z = z) and p̄yx,z = py(1−x),z . The sharp ATE bounds are

LBP(p) = max
k≤8

"k ≤ θ ≤ −LBP(p̄) = UBP(p).

!1 = − p10,0 − p01,0 + p11,0 − p10,1 − p11,1,

!2 = − p10,0 − p11,0 − p10,1 − p01,1 + p11,1,

!3 = − p00,0 − p10,0 − p01,0 − p11,0 + p00,1 + p11,1,

!4 = − p10,0 − p01,0 − p11,0 + p11,1.

!5 = − p00,0 − p10,0 − p01,0 + p00,1,

!6 = − p10,0 − p01,0,

!7 = − p00,0 − p01,0 + p00,1 − p10,1 − p01,1,

!8 = p00,0 − p10,0 − p01,0 − p00,1 − p01,1.

Balke (1995); Balke and Pearl (1997).
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Two Open Problems, Solved

1. Analytical complexity.
Any sharp linear representation requires exponentially many terms. For binary Z and an
n-level outcome,

|V| = 5 · 4n−1 − 2n+2 + 4.

A matching output-optimal algorithm generates all terms in O(n|V|) time.

2. Numerical computation.
There is no need to solve a linear program for each observed distribution: evaluate the
generated terms directly and take their maximum or minimum, in time linear in the
representation size.

Boushehrian, Badri, Akbari and Kiyavash, 2026.
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Structure Gives an Output-Optimal Algorithm
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Neural Partial Identification



Beyond Analytical Bounds

Flexible, differentiable route

pa(Vi)

Ui

Vi ∼ Cat(πi)

neural mechanism fi

The causal target becomes a constrained learning problem

θ = min
η:Pη=Pobs

θ(η), θ = max
η:Pη=Pobs

θ(η).

Zhu, Amruth, Akbari and Zhao, 2026.

Sina Akbari Designing the Right Experiments
26/31



Beyond Analytical Bounds

Flexible, differentiable route

pa(Vi)

Ui

Vi ∼ Cat(πi)

neural mechanism fi

The causal target becomes a constrained learning problem

θ = min
η:Pη=Pobs

θ(η), θ = max
η:Pη=Pobs

θ(η).

Zhu, Amruth, Akbari and Zhao, 2026.

Sina Akbari Designing the Right Experiments
26/31



Regularization Traces Two Boundary Branches

Replace the exact compatibility constraint by an energy-distance penalty:

Jλ(η) = LED

(
Pη, Pobs

)
+ λθ(η),

Lower branch: λ > 0

Minimizing the objective penalizes larger ATE
values and traces the lower boundary.

Upper branch: λ < 0

Minimizing the objective rewards larger ATE
values and traces the upper boundary.

choose several nonzero
penalties λ

train the neural
causal model

record ATE and
energy distance

What regularization gives us
Each nonzero λ gives a point on a lower or upper solution path. The desired bounds are the one-sided
endpoints as λ → 0.

Zhu, Amruth, Akbari and Zhao, 2026.
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The Extrapolation Idea

Near λ = 0, smooth one-sided solution paths satisfy

θ(ηλ) = θ(η0) + c±λ+O(λ2).

����� ����� ���� ���� ����
���
���������

����

���


����

���

���

��


���


�
�

�����������	�	
������
����
	

����� ����� ���� ���� ����
���
���������

������

������

������

������

������

������

����	�

�
��

��
��
�
��
��
��

�

�� � �����

Figure 2: Model-predicted ATE and Energy Distance as ω varies. Left: values in the extrapolation regime,
where fitted ATE intercepts recover the predicted bounds and Energy Distance follows a quadratic trend.
The linear fit and R

2 goodness-of-fit values are shown for the plots. Right: values across a wider range of ω

beyond the linear and quadratic regimes.

Dataset Autobounds BCCE NeuralPartialID Ours

Upper Lower Upper Lower Upper Lower Upper Lower

IV-Binary 0 0 0.135 ± 0.012 0.087 ± 0.021 0.105 ± 0.026 0.159 ± 0.041 0.020 ± 0.005 0.011 ± 0.004
IV-Ternary 0 0 0.154 ± 0.043 0.125 ± 0.018 0.191 ± 0.065 0.162 ± 0.047 0.018 ± 0.011 0.010 ± 0.002
Proxy 0.033 ± 0.011* 0.020 ± 0.006* 0.093 ± 0.027 0.107 ± 0.029 0.067 ± 0.020 0.077 ± 0.032 0.032 ± 0.012 0.026 ± 0.009
Mediated 0.136 ± 0.038* 0.171 ± 0.041* 0.056 ± 0.020 0.037 ± 0.016 0.128 ± 0.053 0.099 ± 0.036 0.020 ± 0.009 0.021 ± 0.010

Table 1: Absolute error → of the predicted upper and lower bounds for the ATE, compared with the true
bounds. Standard errors are recorded over 10 datasets. (*) Autobounds does not fully converge and gives
looser bounds than the true bound.

4.5 Training and bound estimation
Motivated by Theorem 1 and Corollary 1, we train models at several positive and negative values of ω and
extrapolate their causal estimates to ω = 0. In practice, we minimise the objective

)︄Jω(ε) = )︄LED(ε; )︄q) + ωa(ε). (14)

A series of di!erent models with di!erent positive and negative ω values are trained. We then regress the
causal estimates on the ω values on the positive and negative branches. The intercept of the positive branch
regression estimates the lower bound, while the one of the negative branch estimates the upper bound. We do
not solve the KKT conditions, rather we solve Equation (14) using SGD.

The regression should use penalties within the local regime described by Theorem 1. However, this analysis
does not consider if the optima can be found, only how the local region around them behaves. Empirically,
using SGD on NNs we observe that convergence near ω = 0 is poor, but good convergence for small ω. Hence,
we have a range of valid ω between the convergence and locally linear regime.

We select the regression points using the studentised-residual procedure given in algorithm 1 in the
Appendix. The method begins with the largest penalty magnitudes and adds points closer to zero while
they remain consistent with the fitted linear trend. The accompanying energy-distance values provide an
additional diagnostic.

For all our experiments, we used 4 equally spaced points for positive and negative ω, |ω| ↑ {0.005, 0.010,

0.015, 0.020}. We found this range to be a good trade o! between accuracy and training time, and is well
within the linear regime. Further training details are given in Appendix A.

5 Simulation Studies
We evaluate our method against two neural baselines: NeuralPartialID (Tan et al., 2024) and Bounding
Confounded Causal E!ects (BCCE) (Hu et al., 2021), as well as Autobounds (Duarte et al., 2024).

Synthetic data is generated with four tasks derived from three causal graph structures: binary Instrumental
Variable (IV), ternary IV, binary IV with a proxy variable (Proxy), and binary IV with a mediator (Mediated),
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The estimand is locally linear in λ.
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Extrapolation Improves Bound Accuracy

Compare direct regularized fits with the extrapolated intercepts and the analytical benchmark.

Ternary-IV instance
lower upper

analytical −0.427 0.361

direct fit −0.450 0.388

extrapolated −0.430 0.363
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Figure 3: Absolute error between the analytical and predicted ATE bounds for our model, BCCE, and
NeuralPartialID, averaged over the upper and lower bounds, over di!erent neural network widths. Solid lines
indicate a constant learning rate, while dashed lines indicate µP scaling.

shown in Figure 1. For each task, observational datasets are generated by randomly sampling from discrete
SEMs whose mechanisms are defined by random Fourier functions. Details are given in Appendix F. For the
IV and Proxy graphs, the ground truths are derived from the CausalOptim package (Sachs et al., 2026).
However, CausalOptim and Autobounds are not able to handle the Mediated graph. For this type of graph,
we derive the ground truth bounds in Appendix E.

This procedure gives a range of datasets that are guaranteed to satisfy the graphical constraints, together
with corresponding ground-truth ATE bounds, without requiring explicit identification of the extremal
functions. Each model was evaluated on 10 datasets for each graph type. Performance is measured by the
absolute error in the estimated lower and upper ATE bounds, averaged across datasets.

5.1 Bounding accuracy
Table 1 gives the average absolute error in the ATE upper and lower bounds. Autobounds gives exact bounds
for the IV Binary and IV Ternary problems, but does not fully converge for the Proxy graph, where the
bounds are looser than the analytical bounds. Our method consistently gives much more accurate bounds
than BCCE and NeuralPartialID on all graph types. On the Proxy graph, our method is comparable to
Autobounds, while on the Mediated graph, our method significantly outperforms Autobounds.

5.2 Runtime
We measure the wall-clock runtime of the neural methods on a fixed ternary IV dataset, with identical
hardware (Appendix A.5). Our method takes 330 seconds, while BCCE takes 84 seconds and NeuralPartialID
takes 399 seconds. Our method is 20% faster than NeuralPartialID, though slower than BCCE. These runtimes
should be interpreted together with the accuracy results, since the methods optimise di!erent objectives and
exhibit substantially di!erent errors.

5.3 Behaviour of our approach
In order to visualise our method, on a fixed ternary IV dataset, we plot the ATE and LED for multiple
values of ω in Figure 2. The shape of both the ATE and Energy Distance curves agrees with our theory. A
linear extrapolation for the ATE gives the correct bounds, and the Energy Distance is well modelled by a
quadratic curve. However, the model does not converge to the extremal bounds near ω = 0. Despite extensive
tuning, this gap remains and necessitates our extrapolation method. The true ATE interval for this example
is [↓0.427, 0.361]. Linear extrapolation gives [↓0.430, 0.363], which closely matches the analytical bounds.
In contrast, using the trained models directly without extrapolation gives approximately [↓0.450, 0.388].

10

Average absolute error across both bounds.

Across the benchmark suite
On four discrete causal settings and ten datasets per setting, extrapolation achieves the lowest absolute error
among the neural methods in every upper- and lower-bound comparison.

Zhu, Amruth, Akbari and Zhao, 2026.
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Take Away

1. Identification is a decision point: it tells us whether to estimate,
experiment, or bound.

2. Experiment design is combinatorial but structured: graphical
obstructions yield exact optimization problems, and SAT/ILP
makes them practical at much larger scales.

3. Partial identification admits complementary routes: exact
structure yields sharp analytical bounds, while neural extrapolation
provides a flexible alternative.

Papers and resources

Research programme
Build systems that automatically return the strongest causal conclusion supported by the data,
graph, and experimental constraints.

Sina Akbari Designing the Right Experiments
31/31

https://www.sakbari.com/publications/


Take Away

1. Identification is a decision point: it tells us whether to estimate,
experiment, or bound.

2. Experiment design is combinatorial but structured: graphical
obstructions yield exact optimization problems, and SAT/ILP
makes them practical at much larger scales.

3. Partial identification admits complementary routes: exact
structure yields sharp analytical bounds, while neural extrapolation
provides a flexible alternative.

Papers and resources

Research programme
Build systems that automatically return the strongest causal conclusion supported by the data,
graph, and experimental constraints.

Sina Akbari Designing the Right Experiments
31/31

https://www.sakbari.com/publications/


Take Away

1. Identification is a decision point: it tells us whether to estimate,
experiment, or bound.

2. Experiment design is combinatorial but structured: graphical
obstructions yield exact optimization problems, and SAT/ILP
makes them practical at much larger scales.

3. Partial identification admits complementary routes: exact
structure yields sharp analytical bounds, while neural extrapolation
provides a flexible alternative.

Papers and resources

Research programme
Build systems that automatically return the strongest causal conclusion supported by the data,
graph, and experimental constraints.

Sina Akbari Designing the Right Experiments
31/31

https://www.sakbari.com/publications/


Take Away

1. Identification is a decision point: it tells us whether to estimate,
experiment, or bound.

2. Experiment design is combinatorial but structured: graphical
obstructions yield exact optimization problems, and SAT/ILP
makes them practical at much larger scales.

3. Partial identification admits complementary routes: exact
structure yields sharp analytical bounds, while neural extrapolation
provides a flexible alternative.

Papers and resources

Research programme
Build systems that automatically return the strongest causal conclusion supported by the data,
graph, and experimental constraints.

Sina Akbari Designing the Right Experiments
31/31

https://www.sakbari.com/publications/

	Motivation
	Technical Setup
	Optimal Experiment Design
	Fast Proxy Experiment Design
	Partial Identification Through Instruments
	Neural Partial Identification
	References

